Expected Utility Maximization and the
Optimal Portfolio of Risky Assets

Karl Whelan*
University College Dublin and CEPR

July 2026

Abstract

Classic finance theory advises investors to hold a mix of the risk-free asset and a single portfolio
of risky assets: the tangency portfolio that maximizes the Sharpe ratio. Two questions remain. Is
this recommendation consistent with expected utility maximization, and if so, what determines
the amount invested in the tangency portfolio? Existing derivations typically assume Normally
distributed returns or quadratic utility. This paper answers both questions using a second-order
expansion of a general concave utility function, without either restriction. The resulting portfolio
is exactly proportional to the tangency portfolio, with the scaling determined by the maximum
Sharpe ratio. A fourth-order correction has only modest effects, while the approximation captures
at least 95% of the attainable utility gain relative to the numerically optimal CRRA portfolio.
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1 Introduction

Classic finance theory recommends that investors hold a portfolio that consists of weights summing
to one over a risk-free asset and a specific portfolio of risky assets. Tobin (1958) established the gen-
eral separation principle, and since Lintner (1965), several different methods have been developed
that show the optimal risky portfolio takes the following form: if there are IV risky assets with a vec-
tor of mean excess returns u® and a covariance matrix X, then the optimal portfolio of risky assets is
some multiple of the weights given by 71 ¢, In other words, the optimal portfolio holds assets in
proportion to their expected excess returns after adjusting for the entire covariance structure of asset
returns, so assets that provide attractive returns and valuable diversification receive larger weights.
This recommendation continues to underpin much of modern investment practice (Markowitz 1976,
Sharpe 2007).

Lintner showed this set of portfolio weights maximized the Sharpe ratio of the portfolio’s ex-
cess return to its standard deviation. He also showed it corresponded to the point of tangency, in
mean-standard-deviation space, between a line from the risk-free asset and the set of mean-variance
efficient portfolios and thus it is typically called the tangency portfolio. This portfolio also features

heavily in asset pricing theory since it is the market equilibrium portfolio in the CAPM.

Two questions have remained largely unresolved about the tangency portfolio. Is there a specific
combination of the risk-free asset and the tangency portfolio that is approximately consistent with
expected utility theory independent of the returns process? And if so, what determines the portfolio
weight on the tangency portfolio, and what does this imply for the weights on specific risky assets?
This paper addresses these questions, demonstrating that the tangency portfolio features in a second-
order optimal strategy for any concave utility function and any distribution of risky asset returns

with finite moments, and presenting new results on the scale of investment in the risky portfolio.

It is worth distinguishing our two questions from a separate literature, such as Chamberlain
(1983) and Schuhmacher, Kohrs, and Auer (2021), asking which distributions of asset returns permit
expected utility to be written as a function of a portfolio’s mean and variance alone, for any concave
utility function. That literature is silent on both of the questions posed here: it does not ask whether
the tangency portfolio can be derived from expected utility maximization for a given utility function,

nor what determines its scale.

There are three well-known paths to deriving the tangency portfolio. The first is to directly
assume mean-variance preferences over wealth or the total return on wealth, often by appeal to
quadratic utility. The second is to apply Merton’s (1969) continuous-time solution, relying on the as-
sumptions that investors have constant relative risk aversion and that asset values follow a geomet-
ric Brownian motion, thus requiring Normally distributed increments. The third, originally devel-
oped by Freund (1956), combines Normally distributed returns with constant absolute risk aversion
(CARA) preferences.



These derivations suggest the tangency portfolio is only optimal under highly restrictive con-
ditions. Asset returns are well documented to exhibit skewness and excess kurtosis at any holding
period a normal investor would actually use. And CARA preferences and quadratic utility give exact

solutions but are highly restrictive assumptions.

Our alternative approach follows the Arrow-Pratt literature by using second-order approxima-
tions to a general utility function. Importantly, however, our approach does not follow Pratt’s (1964)
approach of linearizing around expected ex post wealth after investment has been made. As noted
by Gollier (2001), this introduces a complex simultaneity problem: the utility curvature required to
solve the problem is evaluated at expected wealth, a point that moves with the portfolio choice itself.
It is possible to recover the tangency portfolio from this approach but only by making simplifications
that eliminate the simultaneity problem and thus change the underlying problem. In contrast, our
approach is to expand expected utility around the wealth an investor would have from holding only
the risk-free asset. This removes the simultaneity problem: the point at which utility is evaluated
no longer moves with the portfolio being chosen. The resulting second-order approximation to ex-
pected utility is valid for any smooth concave utility function and any return distribution with finite

moments and gives an explicit, closed-form expression for the optimal risky portfolio weights.

The second-order solution has two interesting features. First, portfolio weights depend on the
raw second-moment matrix of returns rather than the covariance matrix. However, because the
raw second-moment matrix differs from the covariance matrix by a rank-one term, the Sherman-
Morrison matrix algebra identity shows that the resulting portfolio is nonetheless exactly propor-
tional to the tangency portfolio. Second, the scaling factor determining the size of risky asset hold-
ings depends negatively on the maximum attainable Sharpe ratio of the investment opportunity set.
But this does not mean holdings of individual risky assets decline as the investment opportunity set
improves because the portfolio itself changes with ;¢ and 3. We show that holdings of risky assets
rise if ;¢ increases and ¥ is unchanged as long as the maximum Sharpe ratio is below one, which

holds for all realistic cases.

Rather than deliver exact solutions for unrealistic preferences or return distributions, our ap-
proach allows us to check how far from optimal the tangency portfolio is using empirical datasets
and realistic preferences. We do this in two ways. First, for a range of CRRA utility functions, we
solve for the optimal weights using fourth-order approximations. These approximations are highly
accurate and their implied portfolio weights for risky assets are very similar to the tangency portfolio.
Second, we show the predicted optimal portfolios perform well: benchmarked against numerically
optimized portfolios using the utility-efficiency metric of Kroll, Levy, and Markowitz (1984), our
closed-form solution captures at least 95% of the attainable utility gain over an equally-weighted

portfolio across a wide range of empirically plausible risk-aversion levels.



2 Three Derivations

Before turning to our own derivation, we briefly discuss the three traditional routes to deriving the

tangency portfolio.

Consider an investor with initial wealth w, risk-free gross return Ry, and a vector of risky gross
returns R. Let
R° =R — Ry1 (1)

denote the corresponding vector of excess returns. If x denotes the vector of wealth shares invested in
the risky assets, with the remaining wealth invested in the risk-free asset, then end-of-period wealth
is
W =w((1-1%x)R;+x'R) =w (R; +x'R) ()
Define u¢ = E[R¢] and ¥ = Cov(R").
The simplest route to the tangency portfolio is to assume the investor’s preferences are defined

directly over the portfolio’s mean and variance,

max X pf — Py'yx (3)
x 2

for some constant p > 0. Differentiating gives the linear first-order condition

pEx = pf 4)

with solution .
x*==N"tpl 5)

P

immediately identifying the tangency portfolio.

Can these mean-variance preferences be reconciled with expected utility maximization? The most
common defense was one originally offered by Markowitz (1959), who argued that choosing portfo-
lios on the basis of mean and varaince alone could be justified by preferences taking the quadratic
form U(W) = W — 2IW2. In that case, expected utility is

E[U(W)] = E[W] — E[W?] = E(W] — _ Var(W) — E[W ©)

so expected utility is an exact function of the mean and variance of wealth alone, with no approxi-

mation required.

This defense is, however, only partially correct. The constant p in equation (3) is simply posited
but, under quadratic utility, the analogous coefficient is not a free constant — it is itself a function of

wealth, and hence of the very portfolio being chosen. Section 3 shows that this kind of simultaneity



problem applies to some more general approximations to the utility function, not only the quadratic

case, and Section 4.3 returns to quadratic utility specifically once our general solution is in hand.

The tangency portfolio first appears in Lintner (1965) but he did not use the simple mean-variance
preference formulation. He focused instead on the portfolio that maximized the Sharpe ratio and
presented the formulas in element-by-element form rather than matrix form. Since Sharpe ratios
are scale free, his derivation pinned down the relative proportions to invest in each risky asset rather
than the overall scale. The presentation in terms of explicit mean-variance preferences, pinning down
risky asset holdings via the p parameter in the maximization problem, appears to have emerged in

later textbook treatments.

The second well-known way to derive the exact tangency portfolio solution, using Merton’s
(1969) continuous-time methodology, is familiar and is presented in Appendix A.1. It does not fea-
ture precisely in Merton’s original paper, which focused mainly on the one-risky-asset case, but has

been refined over the years in textbook treatments.

The third derivation, presented in Appendix A.2, relies on CARA utility and Normally dis-
tributed returns, is again familiar from textbook treatments such as Ingersoll (1987), but has its ori-
gins in Freund (1956), who did not derive the tangency portfolio but noted that this combination

produced an optimization problem identical to the mean-variance model above.

3 Taylor-Series Expansions of Expected Utility

Since we are seeking a general statement about approximate optimality of holding the tangency
portfolio and the scale of such investments, an obvious place to start is with a Taylor expansion
around a general concave utility function. The classic Arrow—Pratt literature on small risks suggests

expanding expected utility as a Taylor series around expected wealth,
E[W] = w(R; + x'p?) 7)
A second-order expansion gives
E[U(W)] ~ UEIW)) + JU" (E[W])w’x'Sx ®)

where the first-order term vanishes by construction. At first glance this appears to deliver a mean-
variance objective directly. However, both utility terms in (8) depend on portfolio choice through

E[W]. Differentiating fully with respect to x gives

U (E[W))wut + U"(EW])w?Sx + %U”’(E[W])wuerX'Ex =0 9)



Even though the approximation truncates utility at second order, the first-order condition applied
to this approximation involves the third derivative of utility, because utility curvature depends on
portfolio choice through E[IV].

One way to obtain the familiar mean-variance solution from (9) is simply to retain the p©° term
multiplying the first derivative but to set u® = 0 in the third-order term and also to evaluate the
utility derivatives U'(E[W]) and U”(E[W]) at wR; rather than at E[W], again assuming pu® = 0.
Applying these steps gives a linear first-order condition whose solution is

U/(U’Rf) -1 Ry -1
* 3 e _ ) e 10
1 wU"(wRy) H p(wRy) H (19
where
wR;U"(wRy)
p(wRy) = T UwRy) (11)

is the coefficient of relative risk aversion evaluated at risk-free wealth. This solution has a familiar
look about it—it is the traditional mean-variance solution with an additional scaling by R ;—but it is
not a solution to the investor’s actual second-order problem but rather a solution that starts with the

approximation and then selectively applies ;¢ = 0 in some places and not others.

To my knowledge, Gollier (2001, Section 5.2) is the only explicit treatment of this simultaneity
problem, and he proposes a slightly different resolution. He introduces an auxiliary parameter &,
writes the risky excess return as x = ku® + y with E[y] = 0, and solves for optimal demand x*(k)
as a function of k, where terminal wealth is W (k) = w(Ry + x/'(ku® +y)). Atk = 0 the risky asset
carries no risk premium, so x*(0) = 0 and W (0) = wR with certainty; the investor’s actual problem
isatk =1.

To see how this produces the tangency portfolio, write the first-order condition defining x* (k) as
F(x,k) =E [U'(W(k)) (kp® +y)] =0 (12)

and differentiate implicitly. At (x,k) = (0,0), wealth is the deterministic wR, which collapses the

two derivatives needed into

oF| oF| .
aix 00 = wU (U)Rf) Z, % 00 =U (wa) j7 (13)
where ¥ = E[yy’]. The implicit function theorem then gives
dx* OF\ ' OF U'(wRy) 4 Ry
==\ = — =———3 ¢ = b)) e 14
dk |,y <ax> Ok loo  wU"(wRyp)~ T plwrp” (14)




using the same p(wRy) defined above. Gollier then approximates

dx* Ry 1
(1) =~ x* —_ = DI T
x*(1) ~ x*(0) + di |y~ plwhy) © (15)

This is a first-order Taylor expansion in k, taken at £ = 0 and applied at k = 1. It reproduces exactly
x], the portfolio in equation (10), but this approach is also an ad hoc one: nothing in the derivation
bounds the error of extending a local derivative this far away from where it was computed, so the

accuracy of (15) rests on an unverified assumption about the curvature of x*(k) between 0 and 1.

4 Expansion Around Risk-Free Wealth

Here we show that an alternative approach—expanding around the wealth the investor would have
by holding only the risk-free asset—eliminates the simultaneity problem and allows for an exact
solution of the second-order problem without selectively assuming that all expected excess returns
are zero. We derive the optimal portfolio using this approach, explain how it still implies investors

hold the tangency portfolio of risky assets and then discuss its implications.

4.1 The Optimal Portfolio
A third-order Taylor expansion of U (W) around wR; gives

U(W) = U(wRy) + U’ (wR;)w(xRE) + éU”(wa)wz(x’Re)z + éUW(wa)wS(X/RE)S (16)

Since all utility terms are evaluated at the fixed point wR, taking expectations and dividing by the

positive constant U’ (wRs)w gives the dimensionless objective

2Rf 6Rf
where M5 is the matrix of raw second moments,
M, = E[R°RY] (18)
and RU™(wR))
wiiy wiliy
_ 19
m(wRy) U"(wR;) (19)

is the coefficient of relative prudence (Kimball, 1990) evaluated at risk-free wealth. All preference

parameters are independent of x.



Retaining only the second-order terms gives the concave quadratic problem

max x pf — MXIMQX (20)
x 2R 1
This has an exact first-order condition
p(wa) sz — /'l'e (21)
Ry
and solution R
* f —1,e
X5 = My (22)
27 plwRp) P

At first glance, this appears to produce a different portfolio from the classical mean-variance
solution, since it involves the inverse of the raw second-moment matrix M5 rather than the inverse
of the covariance matrix . In general, for two arbitrary positive-definite matrices A and B, there is
no reason for A~ ¢ to be proportional to B ~1u¢. However, there is a relationship between M, and
¥ that means this property applies.

My =X+ pp (23)

The second term is the outer product of the expected excess return vector with itself. Every column
of the matrix p®p® is simply a different multiple of the vector u¢, so all of its columns point in the

same direction. Matrices with this property have rank one.

A well-known result from matrix algebra, the Sherman—-Morrison (1950) identity, provides a sim-
ple formula for the inverse of a matrix after it has been modified by a rank-one update. Specifically,

if A is an invertible matrix and u and v are vectors, so that uv’ is a rank-one matrix, then

_ . Ahw’AT!
(A+UU/> lel—m (24)
Applying this identity with A = 3 and v = v = u° gives
E—IHeuelz—l
» e, enN—1 _ E_l _ 25
( +l'l’ l“l‘ ) 1+H6,E_1IJI€ ( )
Multiplying both sides by ¢ yields
—lue _ 271 B E—lueﬂelz—l “’e
2 1+ poSlpe
52
_ E—I“e o 1_|—%E—1Me (26)
max
1 — e
= — II_L

max



where
Shax = HIS e (27)

is the maximum squared Sharpe ratio attainable by portfolios of the risky assets (Gibbons, Ross, and
Shanken, 1989).

Thus, replacing X~ ! with M, does not change the composition of the optimal portfolio. It merely

rescales every portfolio weight by the common factor 1/(1+ S2

max

). The optimal portfolio is therefore

Ry
p(wRys)(1+ S2.)

*

This result delivers two-fund separation, allocating a fraction R¢/[p(wR¢)(1 + S2,,)] of wealth to
the tangency portfolio X! u¢ and the remainder to the risk-free asset. This scaling term 1/(1 + 52 _.)
is what differentiates this solution from the equations derived previously under ad hoc solutions to

the simultaneity problem.

The distinction between M, and X in the two solutions, equations (22) and (28), reflects a differ-
ence in what these two matrices measure. 3 measures risk as deviations from the portfolio’s own
mean return — it is the natural measure for a relative problem: given that you are going to invest in
risky assets, what is the best mix? M5, measures risk as deviations from zero return — it is the natural
measure for an absolute problem: how far should you depart from the safety of the risk-free asset?
But the decision investors actually face is not just which mix of risky assets to hold, but precisely
how much to invest in risky assets relative to the alternative of staying in the risk-free asset. That is

why M; emerges naturally from the expansion around risk-free wealth.

Another result worth noting is that substituting the optimal portfolio (28) into the second-order

objective (20) gives the maximized expected utility

R; 82
max 29
2,0(wa) 1+ S2 ( )

max

V=

Maximized expected utility depends on the investment opportunity set solely through Sp.x, the
maximum achievable Sharpe ratio, scaled by the reciprocal of relative risk aversion. This provides a

first-principles justification for the Sharpe ratio as a sufficient statistic for investor welfare.

4.2 Determinants of Risky Asset Holdings

Equation (28) contains a striking implication. As the investment opportunity set improves, measured
by the maximum attainable Sharpe ratio Spax, the share of wealth allocated to the tangency portfolio

Y ~1p¢ actually declines. The fraction of wealth invested in that portfolio is Ry /[p(wRf)(1 + S2

max)]/

which falls monotonically as 52

max

rises. A more attractive opportunity set calls for allocating a smaller
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share of wealth to it.!

The single-asset case explains this result. With expected excess return x and variance o2, the first

Taylor expansion solution, equation (10) above, reduces to

Ry n
1=—== 30
L1 p(wa) o2 ( )

while the correctly specified second-order solution, from equation (28), is

27 p(wRp) o2 +p2 1+ S2

€

where S = p/o. The denominator of x4 is 0 + p2, the raw second moment of the asset’s excess

return, not its variance. This raw second moment never disappeared from the analysis.

But a lower weight applied to the mean-variance ratio £; does not mean lower investment in
assets when their mean return improves. Holding o fixed, a rise in 4 raises both S and the term z7
that the correction factor is applied to. Differentiating =3 with respect to p, holding o, p(wRy), and
Ry fixed, gives

Oz x o2 — p? (32)
Op

which is positive while ;1 < o, that is, while S < 1, and negative once S exceeds one. Since risky
asset portfolios typically have Sharpe ratios below one, asset holdings will be predicted to rise with

mean returns (holding risk fixed) for empirically relevant cases.

Table 1 illustrates risky asset holdings with ¢ = 0.20, p(wR¢) = 3, and Ry = 1, varying y so that
S ranges from 0.25 to 2. The assumption Ry = 1 means that z7 is both the classic mean-variance so-
lution and the approximated Taylor expansion problem around expected wealth. The mean-variance
preferences rule ] shows higher risky asset holdings as p increases. The correctly specified solution
x5 implies risky asset holdings rise by less up to the point where the Sharpe ratio equals one and
then fall.

!One suspicion here might be that second-order approximations to the utility imply a bliss point, so perhaps this result
is driven by there being points where people are better off with lower wealth. Appendix A.3 shows this is not relevant for
this result.
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Table 1: Mean-Variance and Second-Order Optimal Risky Asset Holdings by Sharpe Ratio

S=u/oc pu 2z} (mean-variance) z} (correct) x3/x} =1/(1+ S?)

0.25 0.05 0.417 0.392 0.941
0.50 0.10 0.833 0.667 0.800
1.00 0.20 1.667 0.833 0.500

2.00 0.40 3.333 0.667 0.200
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The same threshold holds with multiple assets. Fix the covariance matrix ¥ and scale the mean
vector along a fixed direction,
pe =tm (33)

for a constant vector m and scalar ¢ > 0, so that the relative attractiveness of each asset is unchanged

and only the overall scale of the risk premium varies. Then

2
S max

)=tk for k=m'S"'m (34)

and equation (28) gives

x3(t) = p(wRy¢) 1+ thZ m (35)

The scalar multiplying the fixed direction ¥ ~'m is maximized exactly at kt*> = 1, that is, at 52, = 1,

max

just as with the single-asset case.

To get a sense of how large S?2

ax Might be in practice, we use two datasets, both spanning

July 1926 to February 2026 (1,196 monthly observations) with the real risk-free rate constructed from
Ken French’s one-month Treasury bill series (French, 2026) adjusted using CPI inflation from the
Shiller (2026) dataset. The first uses real excess returns for US stocks and long-term government
bonds from the Shiller (2026) dataset. The second uses real excess returns for the Ken French (2026)
10 Industry Portfolios. The two datasets give SZ,, ~ 0.028 and S2

max max

~ 0.033 respectively, confirming

that the additional scaling factor 1/(1 + S2,,.) is very close to one in both cases.

4.3 Quadratic Utility and Bodnar, Parolya, and Schmid (2015)

Quadratic utility
b

E[U(W)] = E[W] - SE[W”] (36)
is a special case of our general framework, and one in which the second-order objective (20) is exact
rather than approximate. Because U"” (W) = 0 for quadratic utility, the coefficient of relative pru-
dence m(wRy) is zero, and every term beyond second order in the expansion of U(W') around wRy
vanishes identically, not merely approximately: expected utility under quadratic preferences equals
(20) exactly, for any portfolio x, with no remainder. This means our two equations for the portfolio

weights, equations (22) and (28), are exact for quadratic utility with

_waU”(wa) . waf

= 7
U'(wRy) 1 —bwRy 37

p(wRy) =

That said, neither of these formulations are particularly familiar or can be found in any textbook.
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This is because textbook treatments usually formulate the quadratic utility model as

b

E[U(W)] = E[W] — © Var(W) — -

E[W] (38)

using the mean and variance of wealth rather than its raw second moment. Having checked several
textbook treatments, we found that they usually stop at this point by noting that expected utility is a

function of both mean and variance and thus provides a basis for mean-variance preferences.

However, actually optimizing this utility function produces a complication. Substituting E[IV] =

w(Ry + x'p¢) and Var(W) = w?x'Ex and differentiating with respect to x gives
wp® — bw?Sx* — wa(Rf +x"u =0 (39)

The bracketed term multiplying the last p° is exactly E[IV]/w, so dividing through by w leaves

(1 -bE[W]) p = bwEx™ (40)
Solving,
<* — 1_ble[VV]2—1ue (41)
w

where E[IV*| denotes expected wealth evaluated at the optimum. Using
p(E[W?]) = bE[W7]/(1 - bE[W™]) (42)

the relative risk aversion implied by U at that same point, this becomes

. E[W* 1 e
This solution is exact but x* appears on both sides of the equation: explicitly on the left, and
implicitly on the right through E[W*] = w(R; + x* u°), which x* itself determines. Formulating the
quadratic utility problem indirectly as a function of mean and variance gives a simultaneity problem
similar to the Taylor approximation around expected wealth. In contrast, our two solutions above,
in terms of M> and of ¥ with p(wRy) evaluated at the fixed benchmark wRy, are both exact closed

forms for the same portfolio, with no self-reference of this kind.

While our general derivations above are new, there is one example of some of these results being
derived under the assumption of quadratic utility in previous research. Bodnar, Parolya, and Schmid
(2015) analyze a multi-period finite-horizon portfolio choice problem under quadratic utility with
both a riskless asset and multiple risky assets. Their equation 28 characterizes the last period in which

a portfolio decision is taken, and it shows weights on risky assets proportional to the inverse of the
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raw second-moment matrix, matching our M, solution above. In an appendix, they also apply the
Sherman—-Morrison identity to this expression and arrive at an equation equivalent to equation (28)

but do not note the role the Sharpe ratio plays in scaling or consider more general utility functions.

5 Approximation Accuracy and a Fourth-Order Correction

The tangency portfolio x5 has a considerable practical advantage: it requires the investor to know
only the first two moments of the risky asset return distribution. This is a far weaker informational
requirement than knowing the full distribution of returns, and its simplicity is one reason why it

remains a standard practical recommendation in finance.

The solution to our second-order problem is only an approximation to the truly optimal portfolio
for a general utility function. When considering alternatives, we will consider rules that require
only the moments of the return distribution, not a full specification of its functional form. Here,
we use numerical methods to solve for optimal portfolios under fourth-order approximations to the
utility function that require only knowledge of moments of the returns distribution. We do this for a
range of CRRA utility functions. We show that this fourth-order approach provides highly accurate
approximations to the underlying utility functions, and compare the resulting risky asset portfolio’s

composition to that of the second-order tangency portfolio.

5.1 The Fourth-Order Objective and First-Order Condition

Section 4.1 gives the third-order dimensionless objective and defines the coefficient of relative pru-
dence, 7(wRy). Extending the Taylor expansion of U (W) one term further, to the quartic, adds one

further term to the objective

Qux) = xpe-" (2w lef ) Myx + (WR’(;)%waf JE [Re)
wRe)m(wRs)T(WR o e
where RAUM(wR;)
_ Wiy wity
T(wRy) = U (wh;) (45)

is the coefficient of relative temperance.?

The term is due to Kimball (1992), who defines temperance (U < 0) as the fourth-derivative analogue of prudence,
governing an agent’s willingness to accept one risk in the presence of another, independent background risk.
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Differentiating gives the first-order condition

/) R ‘) R “ R / e e
;Le—(wff)ng+ (w J;) ?(w f)E)[(xR)QR]
'De e
p(wa)7 (gUl;f)7 (wa)E [(x R )3R ] =0 (46)

Calculating the optimal portfolio for this solution requires making assumptions about preferences.

5.2 Assessing the Accuracy of the Approximation

Before comparing the optimal portfolios implied by the fourth-order solutions to the second-order
solutions, it is useful to check whether the fourth-order solutions are accurate representations of
realistic non-polynomial utility functions. Here, we will examine CRRA utility functions. This allows

us to define the higher-order utility terms in the approximation as

m(wRy) = p(wRys)+1 (47)
T(wRf) = p(wRy)+2 (48)

which are properties that hold for all CRRA utility functions.

Obtaining empirical values for x5 and xj requires making an assumptions about the values of
¥ and p© use when taking their portfolio allocation decisions. Moments of return distributions are
not known parameters and it is well known that accurately estimating these moments from limited
historical data is subject to serious estimation risk.> However, our theory of optimal portfolio allo-
cations can still be consistent with expected utility theory as formulated by Savage (1954) if we treat
¥ and p° as the investor’s subjective estimates. And the sample estimates of these moments are as
reasonable a set of beliefs about them to attribute to investors as any other, so this is the approach
we take. We also assume a constant value for Ry equal to the sample average of the real one-month

Treasury bill series, so the portfolio weights are fixed throughout the sample.

With two risky assets, as in our Shiller dataset, x can be solved for exactly, via resultant elimi-
nation of the two first-order conditions in (46); the method is described in full in Appendix B. Only
one candidate solution is real at every level of risk aversion considered, so the global maximum
is identified without ambiguity. For the ten-industry dataset, no exact solution is computationally
tractable, so x} is instead found numerically, using the Broyden-Fletcher-Goldfarb—Shanno (BFGS)
algorithm as described in the appendix. Numerical searches of this kind can converge to a local opti-
mum rather than the true global one, so it was run from many different starting points to check that

the final solutions agreed. As a direct check on the method, we also solved the two-asset case using

3See Kan, Wang, and Zhou (2021) and Kan and Wang (2024) for recent discussions.
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BFGS: it matched the exact solution for optimal portfolio weights to within 0.05% at every level of

risk aversion, supporting the use of BFGS alone in the ten-asset case.

Once the optimal fourth-order portfolio is solved for, we calculate the realized monthly wealth
W; = Ry +x4'Rf thatis implied by x} and the utility U (1;) this implies. This is then compared with
the fourth-order approximation @4 evaluated with the same set of returns and portfolio weights.

Before comparing xj to x3, it is important to establish that ()4 itself is a good approximation
of true CRRA expected utility — that is, how much is lost by maximizing a fourth-order Taylor
expansion of U rather than U itself, at the point x} where this approximation is actually used.We
assess it directly, using the realized monthly wealth W, = R, + x}'R{ implied by x} at every date in
the sample, and comparing true U (W) to the fourth-order Taylor approximation Uy ().

Directly comparing utility levels is not meaningful. Savage-style expected utility functions are
only unique up to a positive affine transformation, given that a representation exists and preferences
aren’t degenerate, so any such transformation would deliver the same portfolio weights. Hence, a
raw or percentage gap between two utility levels can be made arbitrarily large or small by an equiv-
alent rescaling of U that leaves preferences, and portfolio choice, entirely unchanged. We instead use
a diagnostic that is invariant to this indeterminacy: a period-by-period regression of true U(W;) on

the Taylor approximation U (W;) across all N months

UW,) = a+ BUW,) + e (49)

Table 2 reports results for these regressions for our two-asset Shiller dataset, first to assess the ac-
curacy of the second-order approximation and then to assess the fourth-order case, for CRRA utility
functions ranging from p = 1 (log utility) to p = 5 (high levels of risk aversion). Standard errors for
3 are Newey-West (HAC), with Bartlett lag length L = [4(N/100)%/?| = 6. The table also reports
t-statistics and p-values for tests of the hypothesis 3 = 1. The R? for all the regressions are very high
but it is clear that the fourth-order approximation is a better one. The hypothesis of 3 = 1 for the
second-order approximation is strongly rejected for each of the utility functions. The fourth-order 5
coefficients are closer one and while the 5 = 1 hypothesis is rejected at the 5% level of log utility, it is

not rejected at conventional significance levels for the other utility functions.

Table 3 reports the corresponding result for the French 10-industry dataset. The table flags an
issue with p = 1: the second-order portfolio’s own approximation breaks down before its accuracy
can even be assessed, since it implies negative wealth realizations for which CRRA utility is unde-
fined, while the fourth-order portfolio remains computable throughout, albeit with a real accuracy
cost (R? = 0.785). For the other values of p, the story is clearly that the fourth-order solution provides
an accurate approximation to the underlying utility functions, and a statistically significantly better

one than the second-order approximation.
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Table 2: Regression of True U(WV;) on Second- and Fourth-Order Taylor Approximations: Shiller
Data

p B2 t(B2=1) P2 R3 Bs  t(Bs=1) pa R}

1.0841 3.531 0.0004 09743 1.0164 2.100 0.036 0.9889
1.0487 4.569 < 0.0001 0.9851 1.0093 1.564 0.118 0.9964
1.0412 4.716 < 0.0001 0.9866 1.0069 1.441 0.150 0.9979
1.0354 4.838 < 0.0001 0.9875 1.0051 1.350 0.177 0.9988

g1 W N =

Notes: N = 1,196 months. Subscripts denote the order of the Taylor approximation. ¢-statistics and p-values test
Hj : 8 = 1 using Newey-West (HAC) standard errors against the standard normal. 82 = 1 is rejected at the 1% level at
every p shown; 84 = 1is rejected at the 5% level only at p = 1.

Table 3: Regression of True U(W;) on Second- and Fourth-Order Taylor Approximations: French
10-Industry Data

p Ba t(B2=1) p2 R3 Ba  t(Ba=1) pa Rj

1 undefined undefined undefined wundefined 1.2764 1.223 0.221 0.7847
2 1.0880 2.309 0.021 0.9790 1.0170 1.752 0.080 0.9981
3 1.0688 2.569 0.010 0.9869 1.0100 1.876 0.061 0.9991
5 1.0578 2.739 0.006 0.9903 1.0063 1.929 0.054 0.9996

Notes: N = 1,196 months. Subscripts denote the order of the Taylor approximation. ¢-statistics and p-values test

Hj : 8 = 1 using Newey-West (HAC) standard errors against the standard normal. At p = 1, x5 generates negative
realized wealth in at least one historical month, making U (W) undefined; x} does not have this problem. > = 1is
rejected at the 5% level at every p shown; 84 = 1is not rejected at any p shown, including p = 1, where the point estimate
is far from 1 but too imprecisely estimated to reject.
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5.3 Comparing Optimal Portfolios

We can now compare the second- and fourth-order solutions, x5 and xj. Table 4 reports results for
both the Shiller and French datasets at p € {1,2, 3,5}, with no exclusions. Industry shares are ex-
pressed as fractions of each portfolio’s own total absolute weight, so that shares within each column

sum to 100 percent and scale effects are captured separately in the Scale column.

Comparing x5 and xj, requires separating two distinct questions. Does the fourth-order correction
change how much risky exposure is taken overall? And does it change how that exposure is allocated
across assets? The scale ratio, ||x}||1/]|x3|1, answers the first question. Cosine similarity—the inner
product of the two portfolios, normalized by their lengths—answers the second.

Cosine similarity (x5, x}) = _XpXj (50)

=<3 1] Izl
This measure (used to compare portfolio holdings in Girardi et al. 2021) equals 1 if x} is a positive
multiple of x3 and falls as the two portfolios diverge in relative composition, independent of any
difference in overall scale, which the scale ratio already captures separately. A scale ratio far from
one with cosine similarity near one indicates a fourth-order correction that leverages up or down
without reshuffling the portfolio; a low cosine similarity, whatever the scale ratio, would indicate a

genuine change in which assets are favored.

In the two-asset case, the fourth-order correction lowers the stock share of the risky portfolio and
scales total risky exposure down relative to x; at low risk aversion. The stock share falls from 39.95%
under x4 to between 35.70% (p = 1) and 38.49% (p = 5), and the scale ratio is below one at low risk
aversion (0.944 at p = 1) before rising modestly above one at higher risk aversion (1.016 at p = 5).

Cosine similarity between x3 and x} remains high throughout, from 0.9968 at p = 1t0 0.9996 at p = 5.

In the ten-industry case, fourth-order shares stay close to the second-order shares at every p,
with cosine similarities between 0.9974 and 0.9990, and scale ratios rising from 0.912 at p = 1 to
0.982 at p = 5, below one throughout. The cubic term rewards positive skewness in the portfolio,
pushing weights up, while the quartic term penalizes excess kurtosis, pushing weights back down.
These calculations show the latter effect is modestly larger for this set of risky assets. The investor
still holds approximately the mean-variance risky portfolio once the cubic and quartic terms are
included: cosine similarity with x3 stays above 0.996 in both datasets across the entire p grid, with

no divergence problem at any level of risk aversion considered.

Jondeau and Rockinger (2006) also discuss fourth-order optimal solutions using numerical meth-
ods, using CARA rather than CRRA as the reference utility function. They approximate utility
around expected wealth to express preferences in terms of central moments, introducing the simul-
taneity problem we discussed above. By expanding instead around risk-free wealth, we obtain an

objective function in raw moments where all utility derivatives are evaluated at a fixed, deterministic
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point. This eliminates the simultaneity problem, yields a closed form solution at second order, and
gives a lower-degree polynomial system at fourth order — allowing us to solve for the optimal port-
folio exactly, via resultant elimination, in the two-asset case. Our approach also differs from theirs in

allowing for a risk-free asset.

Table 4: Fourth-Order Portfolio Correction: Scale and Composition (Exact and Numerical Solutions)

Panel A: Two-asset portfolio (Shiller stock and bond data)

p Scaleratio Cosine similarity Stock share x5 Stock share x}

1 0.944 0.996791 39.95% 35.70%
2 0.991 0.998812 39.95% 37.38%
3 1.006 0.999308 39.95% 38.00%
5 1.016 0.999611 39.95% 38.49%

Panel B: Ten-industry portfolio (French 10 Industry Portfolios)

p Scale Cosine NoDur Durbl Manuf Enrgy HiTec Telem Shops HIth Utils Other

Second-order shares (x5, all p)

All p - - 234 49 -9.9 9.8 5.6 6.6 2.6 11.8 23 =230
Fourth-order shares (x};, numerical solution)
1 0912 0.9974 24.5 4.8 —-11.4 104 5.8 7.1 1.1 11.9 0.9 —22.2
2 0.957  0.9989 244 52 -102 103 5.6 6.6 1.4 119 12 -232
3 0.971  0.9990 24.3 5.3 -9.7 10.3 5.6 6.4 14 120 13 -236
5 0.982  0.9990 24.3 5.4 -9.4 10.3 5.5 6.3 1.6 120 14 -238

*/ ok

Notes: Scale ratio is ||x}1|1/||x3]|1. Cosine similarity is (x3'x})/(||x3]//|x1]|). Portfolio shares are computed as a percentage
of each portfolio’s own total absolute weight. Panel A is the exact global maximizer of ()4, obtained by resultant
elimination (Appendix B) and cross-checked against multi-start BEGS. Panel B is the numerically exact maximizer of Q4
obtained by multi-start BEGS; no exact solution is computationally tractable at this dimension. No level of risk aversion is
excluded in either panel. Sample: July 1926 to February 2026 (1,196 monthly observations).
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6 Comparison with Ex-Post Numerical Optimal Strategy

One benchmark for assessing the second-order rule is the portfolio weights that maximize CRRA

expected utility,

W) = W=r/(1—p) p#1 (51)

log W p=1
computed numerically over the full realized joint distribution of returns and the real risk-free rate
across the entire sample. This benchmark is clearly infeasible in practice: no investor can optimize
over a century of future data. The second-order rule, by contrast, requires only estimates of the first
and second moments of returns rather than their entire joint distribution — a substantially smaller in-
formational demand, though not a trivial one. Again, we use the sample moments to as the estimates

used construct the second-order-optimal portfolio.

Both rules draw on the same underlying historical sample, but they use it differently: the second-
order rule compresses the sample down to its first two moments, while the numerical benchmark
exploits the full empirical distribution directly. The comparison that follows therefore isolates the
value of the ¥ 71 ¢ weighting rule given accurate estimates of the moments it requires, rather than

speaking to the separate practical challenge of estimating those moments in real time.

A natural way to assess the shortfall is to compare CRRA utility levels directly. However, Kroll,
Levy, and Markowitz (1984) pointed out that such comparisons are arbitrary: since U (W) and U(W )+
K represent identical preferences for any constant K, the scale of utility differences is meaningless
on its own. They proposed instead comparing the utility gain of the portfolio under evaluation over

a naive benchmark to the utility gain of the optimal portfolio over the same naive benchmark.

Following this approach, we use as our naive benchmark a portfolio that holds the same total
risky exposure as the second-order portfolio x; — that is, the same value of 1'x3, the sum of its
weights across the risky assets, which may exceed one (leverage) or fall short of one (a positive
risk-free position) depending on p — split equally across the risky assets rather than weighted by
Y ~!'pue. This holds the overall risky/risk-free allocation fixed across the naive, second-order, and
numerically optimal portfolios, so the resulting shortfall isolates the value of weighting risky assets
by ¥71 ¢ rather than equally. We compute

(52)

KLM shortfall = <1 EUA -~ EUN) x 100

~ EUg — EUx

where EU 4 is the expected utility of the second-order analytical portfolio, EUp is the expected utility
of the numerically optimal portfolio, and EUy is the expected utility of the naive benchmark. This

measures the percentage of the available utility gain over naive that the analytical rule fails to capture.

Table 5 reports the results for the two-asset Shiller dataset. The naive benchmark here holds the
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same total risky exposure as x5 at each p, split equally between stocks and bonds, so the reported
shortfall isolates the value of weighting risky assets by 7! 1€ rather than equally, holding the overall
risky /risk-free split fixed. The KLM shortfall is at most 4.9%, achieved at p = 1 where the analyt-
ical weights imply a levered position of nearly eight times initial wealth. For the more empirically
relevant range p € [2, 3], the shortfall is below 0.6%. The direction of divergence at p = 1 is infor-
mative: the numerical optimizer shifts wealth from stocks toward bonds relative to the analytical
rule, consistent with the positive skewness of historical equity returns creating a skewness bonus
that the second-order rule does not fully account for. Overall, the second-order rule captures the
large majority of the achievable utility gain over an equally-weighted allocation of the same overall

risk exposure, even when evaluated against an infeasible full-information benchmark.

Table 6 reports the corresponding results for the ten-industry French dataset. The case p = 1is
also excluded: with log utility the second-order portfolio implies a total risky position of more than
four times initial wealth, and the resulting leveraged portfolio generates negative wealth realizations
in some historical months, making CRRA utility undefined. This reflects a genuine limitation of local
polynomial approximation: CRRA utility has unbounded curvature as wealth approaches zero, a
boundary no finite-order Taylor expansion can represent, so the second-order rule has no way of
detecting that a recommended position is approaching this boundary. Excluding p = 1 is therefore

appropriate on the approximation’s own terms.

As in Table 5, the naive benchmark holds the same total risky exposure as xj at each p, split
equally across the ten industries. The KLM shortfalls are somewhat larger than in the two-asset case,
ranging from 2.5% at p = 2 to 0.9% at p = 5. The greater shortfall at low risk aversion reflects
the richer opportunity set in the ten-industry universe: with more assets and short positions, the
numerical optimizer has more scope to exploit higher-order co-moments that the second-order rule
does not capture. Nevertheless, even in this more demanding setting the second-order rule captures

the large majority of the achievable utility gain for empirically plausible levels of risk aversion.
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Table 5: Second-Order Rule versus Numerically Optimal: KLM Shortfall (Shiller Data)

p 2nd-order [x3] Numerical EU4 EUpg EUx KLM shortfall
1 [3.19,4.79] [2.83,4.87] 0.013409 0.013665 0.010897 4.86%
2 [1.59,2.40] [1.56,2.46] —0.992818 —0.992815 —0.993346 0.58%
3 [1.06,1.60] [1.07,1.63] —0.495104 —0.495104 —0.495372 0.22%
5 [0.64,0.96] [0.66,0.97] —0.246981 —0.246979 —0.247105 1.45%

KLM shortfall is defined in equation (52). The naive portfolio N holds the same total risky expo-
sure as x5 (Which may be levered, for low p, or partly in cash, for high p), split equally between
stocks and bonds.

Table 6: Second-Order Rule versus Numerically Optimal: KLM Shortfall (French 10-Industry Data)

) EU4 EUg EUx KLM shortfall
2 —0.989665 —0.989555 —0.994024 2.46%
3 —0.492122 —0.492085 —0.494913 1.28%
5 —0.244191 —0.244177 —0.245819 0.87%

KLM shortfall is defined in equation (52). The naive portfolio
N holds the same total risky exposure as x3, split equally across
all ten industries. p = 1 is excluded because the second-order
portfolio generates negative wealth realizations in some histori-
cal months under this level of risk aversion, making CRRA util-
ity undefined.



23

Although we have borrowed the KLM efficiency metric, our exercise differs from theirs in what
the numerator of the shortfall measures. Kroll, Levy, and Markowitz search across the mean-variance
efficient set — the set of portfolios that minimize variance for a specified average return — and select

whichever point on that set achieves the highest expected utility for a given utility function.

Our EU4 in Tables 3 and 4 is constructed differently. Rather than searching over the efficient set,
we evaluate the true CRRA utility of the specific portfolio x5 delivered directly by equation (28), with
p(wRy) set equal to the CRRA coefficient p. For each p, the closed-form rule hands us one portfolio,

and we ask how good it is.

Since EUp is the same unconstrained global optimum used in KLM’s own index, our shortfall
combines two sources of loss that their index keeps separate — the cost of restricting attention to the
mean-variance efficient set and the cost of replacing an exact search over that set with the single point
identified by the closed-form rule. Our measure is therefore a stricter test than the KLM index alone:
it does not grant the mean-variance portfolio the benefit of an exhaustive search over the efficient set,
only a single point implied by a formula in p, u°, and 3. That the shortfalls reported in Tables 3 and 4
remain this small is accordingly a stronger result than a small value of KLM’s own index would be,
since it shows that this one formula-implied portfolio is close not merely to the best point on the

efficient set but to the unconstrained global optimum itself.

This distinction bears on a claim Markowitz (1976, 2014) and Sharpe (2007) made repeatedly: that
mean-variance analysis is roughly consistent with expected utility maximization. What Markowitz
and his coauthors actually demonstrated using numerical analysis, including in the KLM paper, is
that if one searches across the full mean-variance efficient set for a given utility function, the best point
found tracks expected utility maximization closely. The claim is about the existence of a good point

somewhere on that set, not about any particular rule for finding it without search.

What we show here is different: the specific tangency mean-variance portfolio >~ u¢, scaled by
p(wRy) into the combination of risky and risk-free assets given in equation (28) — a single point,
pinned down in closed form with no search over the efficient set required — performs nearly as
well as the unconstrained numerical optimum. The Markowitz-KLM result establishes that a good
point on the mean-variance efficient set exists; the result here is that a specific, analytically identified

portfolio works well.
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7 Conclusion

The philosopher Carveth Read (1898) wrote that “it is better to be vaguely right than exactly wrong.”
The standard case for investors to allocate their wealth according to the tangency portfolio rests on
proofs that are exact but depend on assumptions — Normal returns, CARA or quadratic utility —
that are clearly wrong. We have shown here that the optimality of the tangency portfolio is, instead,

vaguely right. Maybe better than that.

The methodological innovation employed here is a simple one. Expanding utility around risk-
free wealth eliminates a simultaneity problem that arises when expanding around expected wealth
and yields a simple fixed-coefficient second-order optimization problem. The solution is a set of
risky asset allocations that are proportional to the tangency portfolio. The scaling of investment
in the portfolio depends on three terms: the risk-free rate, the coefficient of relative risk aversion
evaluated at risk-free wealth, and a term depending on the maximum Sharpe ratio which implies a

higher Sharpe ratio reduces the weight on the risky portfolio.

The approximate optimality of the second-order solution is shown to be robust under general con-
ditions. The weights on risky assets are very similar to those implied by highly accurate higher-order
approximations to realistic utility functions. Moreover, a comparison against ex post numerically op-
timized CRRA portfolios using the Kroll, Levy, and Markowitz (1984) efficiency metric shows that
the second-order rule captures at least 95% of the achievable utility gain over an equally-weighted
portfolio with the same overall risky/risk-free split, even when evaluated against an infeasible full-
information benchmark, providing strong empirical support for the approximate optimality of hold-

ing the tangency portfolio.
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A Alternative Derivations

This appendix collects derivations of the tangency portfolio, or of portfolios proportional to it, ob-
tained under assumptions different from those used in the body of this paper. Their purpose is

reference and comparison, not restatement of our own results.

A.1 Derivation Based on Merton (1969)

The result that the optimal portfolio weights on risk assets are proportional to ¥~!u¢ can be derived

using an adaptation of Merton’s (1969) continuous time model.

Consider an economy with a risk-free asset growing at constant rate R,

dB,
aby _ Al
B, Rydt (A1)

and N risky assets whose prices follow geometric Brownian motion,

ds N

it )

S; = p; dt + jgl 0i5 dZ ¢ i=1,...,N (A.2)
where Z; = (Zu,...,Znt) is a vector of independent standard Brownian motions. Let p be the

vector of expected returns and ¥ = oo’ the instantaneous covariance matrix.

Wealth dynamics. Let W; denote wealth, ¢; the consumption rate, and x; the vector of portfolio
weights on the risky assets, with the remaining share 1 — x;1 held in the risk-free asset. Wealth
evolves according to

th = [Wt(Rf + X;[,lle) — Ct] dt + WtX;:O dZt (A3)
where p® = p — Ry1.

The Hamilton-Jacobi-Bellman equation. The investor maximizes

Eo [ /0 - e U (¢y) dt] (A4)

for discount rate ¢. Define the value function V (W;) as the remaining optimal expected utility from
time ¢t onward; because the horizon is infinite and Ry, pu, and ¥ are constant, V' depends on wealth

alone, not on calendar time. By Bellman’s principle of optimality and It6’s Lemma, V' satisfies

X,C

SV (W) = max {U(c) + Vi [W(Ry +x'p¢) — ] + ;wawQX/EX} (A.5)

where subscripts denote derivatives.
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First-order condition. Differentiating the terms involving x and setting the gradient to zero,
Vir W pul + Vipw W2Ex* = 0 (A.6)

Rearranging and dividing by W2Viyw <0,

VW —1
*_  _ n1pe A7
x ( WVWW) " (A7)

For CRRA utility U(c) = ¢!7?/(1 — p), the value function takes the form

V(W) =kW'/(1 - p) (A.8)

for a constant &, so that
—Vw/WVww) =1/p (A9)

The value-function-implied risk aversion collapses to a constant, and that constant equals the risk-

aversion parameter of the felicity function itself. The optimal portfolio simplifies to

X = Txlye (A.10)

A.2 The CARA-Normal Derivation

A second route to an exact solution pairs a specific utility function with a specific return distribution:

exponential (CARA) utility together with normally distributed returns.

Consider an investor with initial wealth w and constant absolute risk aversion (CARA) utility
over terminal wealth,
UW) =—e" W (A.11)

where a = —U"(W)/U'(W) > 0 is constant for all W. Assume the vector of risky asset returns is
jointly normal, R ~ N(p,). With x the vector of portfolio weights on the risky assets, terminal
wealth is

W =w(R; +x'R) (A.12)

where R* = R — R¢1 and pu® = E[R®]. Because W is a linear transformation of a normal vector, W is
itself normal,
W ~ N (w(Ry +x'p®), w*x'Sx) (A.13)

~2W7 is the moment

Evaluating expected utility via the moment generating function. Since Ele

generating function of a normal random variable evaluated at —a, and for any Y ~ N(uy,o0%),
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EleY] = exp(tpy + 5t%0%), we have exactly, with no truncation,

E[U(W)] = —exp <—aw(Rf +x'p) + a22wz X'Ex) (A.14)

Optimization. Because z — —e” is a strictly decreasing transformation, maximizing E[U(W)] is

equivalent to minimizing the exponent, or equivalently, dropping the constant —aw Ry term, to max-

imizing
2,2
max {aw x'pf — a4 ;U X/ZX} (A.15)
X
The first-order condition is
awp® — a*w?Sx* =0 (A.16)
which solves to give
1 1
x* = —N"tpt = = 1pye (A.17)
aw p

where p = aw is the investor’s relative risk aversion, localized at initial wealth w, consistent with
CARA's constant absolute risk aversion a scaling linearly with wealth when converted to relative

terms.

A.3 Optimal Risky Asset Holdings and the Approximation’s Implicit Bliss Point

Equation (28) implies that the share of wealth allocated to the tangency portfolio falls once 52, is
large enough, reversing at Siax = 1. Any second-order approximation to a utility function is, by
construction, itself a quadratic function of wealth, and quadratic functions have a vertex beyond
which they turn down. It is natural to ask whether the reversal simply reflects the optimization

approaching that vertex.

For any smooth U, the second-order approximation around wR; is

UMW) =U(wRy) + U'(wRy)(W —wRy) + 2U"(wRs)(W — wRy)? (A.18)
a concave parabola in W whose vertex, where U’(W) = 0, is at
W* =wRy — U'(wRy)/U" (wRy) (A.19)

This is

W* = wRy (1 + (A.20)

)
p(wRy)
This formula uses only U’'(wRy) and U”(wR) — the two derivatives that define any second-order

expansion — so it is the implicit vertex of the local approximation for any underlying utility function,
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not only for one that happens to be exactly quadratic.

Expected wealth under the optimal second-order portfolio, using

E[x5 R = RpS2 ./ Ip(wRs) (1 + SZ,,)] (A21)
is
52
E[W] =wRy |1+ fnax (A.22)

plwRs)(1+ Sfax)

Comparing the two shows that E[W] < W* for every finite S2,,, since S2,./(1 + S2.,) < 1
always; equality is approached only as Syax — 00. At Smax = 1, where the reversal begins, the ratio
S2 /(1 + S2..) equals 1/2: expected wealth has covered only half the distance from wR; to the
implicit vertex. Using the calibration in Table 1 (R; = 1, p(wR f) = 3), the vertex is at W* = 1.333,
while expected wealth at S,ax = 1is only 1.167. The reversal is not occurring near, or in anticipation

of, this vertex, for any smooth utility function generating the approximation.

B Numerical Methods: Resultant Elimination and BFGS

This appendix describes the two numerical methods used in Section 5 to solve for xj, the maximizer
of the fourth-order objective (4 in equation (46): resultant elimination, which delivers an exact solu-
tion for the two-asset Shiller application, and the Broyden-Fletcher—Goldfarb—Shanno (BFGS) algo-
rithm, a general-purpose numerical optimizer used both as a cross-check on the exact solution in the
two-asset case and, for the ten-asset French application where an exact solution is not computation-

ally tractable, as the primary method.

B.1 Resultant elimination

The first-order condition VQ4(x) = 0 is a system of K cubic polynomial equations in K unknowns.

With K = 2, this is a system of two cubic curves
Fi(z1,22) =0, Fy(z1,22) =0 (B.1)

Resultant elimination removes one variable from a pair of polynomial equations by constructing
a third polynomial, the resultant, whose roots correspond exactly to the values of the remaining
variable at which the original system has a common solution. Treating F; and F5 as polynomials in
xo with coefficients that are themselves polynomials in x;, the resultant Res,, (F, F>) is computed
from the Sylvester matrix formed from these coefficients; its determinant is a single polynomial in
alone, and it vanishes at exactly the values of x; for which some common z; solves both F; = 0 and

F5 = 0 simultaneously.
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By Bézout’s theorem (Cox, Little and O’Shea, 2005), two cubic plane curves with no common
component have at most nine isolated intersections, or exactly nine when counted with multiplicity
in the complex projective plane. Consistent with this bound, the resultant polynomial is of degree
nine in every case reported in this paper. Solving this univariate polynomial gives up to nine roots in
x1, generally complex. The real roots are retained, and for each, the corresponding value of 3 is ob-
tained by solving Fj(z1,-) = 0 and selecting the root that also (numerically) satisfies Fz(x1,z2) = 0.
Each resulting real solution (x1, z2) is then evaluated directly in ()4, and the one attaining the high-
est value is the global maximum. Because the elimination step recovers every common root of the
first-order conditions, rather than only those reached from a particular starting value, no candidate

stationary point can be missed by this procedure.

For the Shiller dataset, exactly one of the nine roots was real at every level of risk aversion con-

sidered, so the global maximum is identified without needing to compare multiple real candidates.

B.2 BFGS

The Broyden-Fletcher—Goldfarb—Shanno algorithm is a quasi-Newton method for unconstrained nu-

merical optimization. Starting from an initial point xy, it iterates
Xnt1 = Xn — an B, 'V f(xp) (B.2)

where V f(x,,) is the gradient of the objective at the current point, o, is a step size chosen at each
iteration by a line search, and B,, is an approximation to the Hessian of f that is updated at every step
using only the sequence of observed gradients, without ever computing second derivatives directly.
This makes BFGS considerably cheaper per iteration than a full Newton method while retaining

much of its fast local convergence once x,, is close to a stationary point.

Because BFGS is a local search procedure, it converges to a nearby stationary point of f rather than
to a global optimum, and a non-convex or non-concave objective can have multiple such points. We
address this by multi-start optimization: running BFGS independently from several different starting
points and checking whether they agree. For both applications in this paper, the starting points are
x3 itself; x5 rescaled by 0.3 and by 3; —0.5 x3; two independent draws from a scaled standard normal
distribution; a constant vector; and two deliberately extreme starts at 20 x3, included specifically
to probe whether the optimizer’s answer changes when seeded far from the second-order portfolio.
Agreement in the objective value attained across all starting points, showed that the BFGS solution

was a genuine global optimum rather than a local one specific to a narrow range of starting points.



